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Abstract

This work presents a software-based approach for robust feature tracking of funduscopy images.
In our specific application, it is utilized in a scannerless linear optical coherence tomography system,
where both natural and directed eye movements are used to scan the retina.
The approach developed includes a fast, contrast-enhancing video preprocessing step. Additional
filtering highlights edges and details, enhancing the visibility of blood vessels and the optic disc.
Reflections are removed, both those arising from the funduscopy setup itself and non-stationary
reflections caused by the cornea or an intraocular lens. A state-of-the-art feature detector and de-
scriptor is used to identify and characterize distinctive image regions. Subsequent feature matching
and filtering include additional criteria to enhance robustness against outliers and false detections.
From these final matches, homographies are calculated, allowing the derivation of relative movements
and absolute positions.
The results demonstrate real-time processing with high detection rates and minimal misdetections.
This performance is maintained even in the presence of poor contrast and non-stationary reflections
in the original video stream. While the tracking is optimized for our application, it is also applicable
to other domains, such as optimizing the alignment of retinal images, generating wide-field panorama
images from individual frames, or characterizing eye movements.
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1 INTRODUCTION

Funduscopy is an essential tool for retinal examination in ophthalmology. Its diverse applications include
the diagnosis of diseases, positional tracking during surgery, or assisting measurement technologies like
OCT (optical coherence tomography). Beyond the technical implementation of the system, there is the
inherent challenge of automating data analysis. Various tasks, such as tracking, mosaicing, and image
segmentation, all hinge on the fundamental challenge of recognizing and matching retinal areas.

Research has demonstrated several options of solving this problem. One method involves tracking
the structure of blood vessels [1, 2]. Another approach focuses on tracking the optic disc using the fast
radial symmetry transform [3], or on template matching combined with an active contour method [4].
There are also feature descriptor-based methods [5, 6], some even incorporating machine learning [7].
Additional methods use cross-correlation and a weighted mean-square difference [8], or phase correlation
in the Fourier domain [9].

The choice of a suitable method depends on the image quality and the specific application. This
research is part of the FALCO (Fourier Algorithm Based Low-Cost OCT) project at TH Koln University
of Applied Sciences, where a scannerless linear OCT system is being developed to utilize eye movements
for scanning. In this particular application, a live funduscopy video is tracked to determine the position
of the OCT beam. By actively guiding the eye with fixation stimuli, specific retinal scan patterns can be
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traced. The method, including the tracking described in this work, is detailed in the work of Harings et
al. (2024) [10] for simple scan lines, and Harings et al. (2025) [11] for more complex patterns.

In addition to tracking movements, the approach also serves as a measure of quality: Analyzing
movement during A-Scan acquisition enables the characterization of motion artifacts. Scans of low
quality, caused by saccades, head movement, and blinking, can be detected and discarded.

2 METHODS

2.1 Software Overview

The desired properties for the tracking are as follows:

« Robustness against low quality video signals

o High success rate

o Low error rate

o Real-time capability

o Adaptability to various funduscopy settings
A sophisticated software framework has been developed to meet these criteria. Figure 1 provides an
overview of the framework. The software is implemented in Python and leverages functions from the
OpenCV (open computer vision) library [12]. A minimal code implementation is available in the following

repository [13].
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Figure 1: Overview of the processing framework.

2.2 Funduscopy System

The software-based approach directly processes the video output from the funduscopy system described
by Harings et al. (2024) [10]. However, various modifications have been tested, including the use of
different image sensors, variations in fields of view (FOV), and structural changes to the optical setup.



2.3 Acquisition Settings

For reliable motion detection, it is advisable to use the highest available camera frame rate. This approach
provides more temporal data points for higher-quality tracking and facilitates the detection of faster eye
movements. Exposure settings are adjusted manually for each eye. To optimize the signal-to-noise ratio,
exposure time is maximized first, followed by the adjustment of the camera gain.

Downscaling the frame reduces noise and accelerates subsequent processing steps. Table 1 provides
an overview of various methods. Zero to three stars indicate the degree of performance, while a bracketed
checkmark denotes fulfillment under certain circumstances.

Table 1: Comparison of software- and hardware-side binning and decimation.
Operation Processing Noise Frame Rate Parameteri-
p Speed Filtering Increase zable

Hardware Binning

Software Binning
Hardware Decimation
Software Decimation

Binning and decimation are both viable options for reducing pixel data. Some cameras provide
hardware-side binning and decimation, which are much faster than software-side implementations but
generally offer less parameterization. While decimation is faster and easier to perform, suitable binning
methods effectively filter noise and smooth the image. Arbitrary methods can be implemented in software,
including partial pixel merging and sophisticated filters. Hardware binning typically retains the bit depth
of the data, whereas software binning through averaging can increase the effective bit depth. For some
camera models, hardware downscaling increases the frame rate, as their acquisition speed is limited by
the interface.

The approach developed in this work combines both hardware and software binning.

2.4 Reference Frame

The reference image serves both as an overview and for correctly assigning all other frames. It is important
to select a video frame that covers the desired retinal region. This frame should be of high quality and
contain as many structures as possible.

2.5 Preprocessing

Preprocessing acts as a preparatory step for tracking and serves as a control view for the funduscope.
Both the reference and current frame undergo this process.

The first step involves downscaling of the video frame using the INTER_AREA rescaling option in
OpenCV. This method evaluates pixels proportionally to their area, which helps to eliminate moiré
effects and reduce aliasing [14, 15]. As described in Section 2.3, downscaling offers benefits in noise
filtering, bit depth, and performance.

A high-pass filter is then employed to amplify structural details and remove the base shape of the
reflections. An alternative approach could involve an equalization filter like CLAHE (contrast limited
adaptive histogram equalization). However, this type of filter is not utilized due to performance concerns
and its spatial non-linearity, which may lead to matching errors.

Subsequently, a threshold is applied to mask reflections characterized by overexposed regions. A
dilation operation then expands the mask to include adjacent areas, which are frequently impacted as
well. An additional mask is employed to exclude completely dark vignetting areas that arise from the
physical construction of the funduscope.

Lastly, automatic gain control adjusts the image intensities to utilize the full range of values.

2.6 Tracking
2.6.1 Feature Detection and Description

A feature-based matching algorithm is employed to automatically search for suitable features within the
image. Unlike some methods mentioned in the introduction, this type of algorithm does not concentrate
solely on a specific type of retinal structure. Known as feature detector-descriptors, these algorithms not
only recognize relevant image keypoints but also describe them in an easily comparable representation.



They characterize the keypoints invariant to scaling, shifting, rotation, perspective distortion, and inten-
sity changes. However, among the spatial transformations, only the translation component is relevant
here.

Widely used feature detector-descriptors are ORB [16] (Oriented FAST [17] and Rotated BRIEF [18])
and SIFT (Scale-Invariant Feature Transform)[19]. ORB functions as a corner detector with a local binary
descriptor, while SIF'T is a blob detector that utilizes a spectra descriptor. ORB was developed as license-
free alternative to patented algorithms, while SIFT was under patent until 2020 [20] and is freely usable
now. Literature indicates that ORB is significantly faster than SIFT, by a factor of 5-10 [21, 22, 23]. In
contrast, SIFT is more successful at recognizing image distortions and intensity changes [21]. However,
results from such comparisons are not directly applicable to retinal tracking due to differences in use case
and image data. Our experiments have demonstrated that the combination of preprocessing and ORB
yields excellent results. Consequently, ORB is preferred over SIFT, particularly because of its superior
performance.

The feature detection and description process analyzes each preprocessed frame to produce keypoint
descriptors, which are then matched in the subsequent step.

2.6.2 Feature Matching

The selection of the matching algorithm depends on the descriptor type. For a binary descriptor produced
by ORB, a brute force matcher utilizing the Hamming norm is employed.

2.6.3 Match Filtering

The initial set of feature matches contains false positives that need to be filtered out. In the OpenCV
library, this filtering is integrated directly into the homography calculation [24]. Here, the RANSAC
(Random Sample Consensus) algorithm [25] is able to find an appropriate homography model even in
the presence of numerous outliers. Since only the translational components are needed, a homography
model with minimal degrees of freedom is selected. By constraining the model parameters, fewer feature
pairs are excluded due to overfitting.

In addition to the outlier removal performed by RANSAC, the matches must satisfy two additional
criteria: First, a minimum number of matches is required to validate the significance of the image
displacement. Second, the calculated translations should not exceed a specified maximum variance to
ensure precision and uniqueness.

2.6.4 Position Calculation

An average displacement is calculated from the translational components of the homography matrix.
This mean value compensates for small positional deviations of the keypoints, which are caused by noise
or blurry structures.

A frame is discarded and not used for evaluation if the aforementioned criteria are not met. The
cause can be identified by analyzing the number of keypoints, matches and the standard deviation. A
frame with only a few keypoints likely lacks structural detail. If there are many keypoints but only a few
matches, it may indicate that the overlapping area with the reference has few features, or that the area
differs significantly because of artifacts. If there are sufficient keypoints and matches, but a large standard
deviation is observed, the cause might be a slightly blurred or double image. Further examination of the
frame itself can provide additional insights.

2.7 Visualization

Lastly, the visualization step offers a live view for debugging and monitoring purposes. It displays
a combined overview of the reference image and the current video frame. Optionally, it also renders
keypoints, draws keypoint connections, and maps previously detected positions.

3 RESULTS

Figures 2 and 3 illustrate the preprocessing step, with the raw video frame on the left and the processed
one on the right. Both figures show that the filtering and contrast adjustment significantly enhance image
details. Additionally, high-pass filtering and masking effectively eliminate reflections.



Figure 2: Preprocessing of a frame with a strong reflection.

Figure 3: Preprocessing of a dark and low contrast frame.

Figures 4 and 5 demonstrate the feature matching step. Yellow circles indicate detected keypoints,
while yellow lines represent valid matches. From these matches, the positional pair is calculated, and it
is displayed as a white-red cross in both frames. The tracking process was tested under various condi-
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Figure 4: Exemplary feature matching view with keypoints, matches and the detected position.

tions, including multiple sensor sizes and resolutions, systems with different FOV, and several subjects.
Remarkably, motion detection was successful even on a subject with an intraocular lens (IOL) and a
subject with a contact lens, despite increased reflections. Figures 6, 7, and 8 show the tracking results as



Figure 5: A second example of the feature matching step.

an overlay of detected positions on the reference frame. Demonstration videos of the preprocessing and
tracking are available in [26].

Figure 6: Tracking results on a funduscopy system with smaller (left) and larger FOV (right). The right
image includes guided eye movements, visible as horizontal scan lines.
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Figure 7: Tracking results of an eye with an intraocular lens (left) and contact lens (right).

The typical success rate measured exceeds 90 %. This rate is influenced by several factors, including
the availability of relevant structures in the image, the frequency of blinking, rapid eye movements, and
the level of disturbing reflections and noise. In measurements conducted with a well-adjusted setup and
controlled eye movements, a success rate of nearly 100% was achieved. No erroneous detections were
observed. This minimal error is attributed to the detection of distinct retinal structures and stringent



Figure 8: Tracking results of controlled scan patterns, see [11].

match filtering. Positional accuracy depends on factors such as noise, image resolution, and field of view.
The typical mean error is below 50 um. Efficient implementations of the ORB and RANSAC algorithms
in OpenCV enable high processing speeds. Performance-wise, the tracking is primarily constrained by
the preprocessing stage. However, with the aid of camera-side binning, the tracking achieves a frame rate
exceeding 75 fps on modern consumer hardware (Intel i7-1360P notebook CPU, without GPU usage).

4 OUTLOOK

One limitation is the requirement of a reference image and the dependence on its quality. The image
must be reacquired when changes occur in acquisition or processing parameters, as well as with long-term
changes in the retina. In the future, such a frame could be determined automatically using specific quality
characteristics.

Modeling retinal movements as a simple translation may pose challenges for larger fields of view and
imaging systems with significant aberrations. This issue is addressed by incorporating homographies with
more degrees of freedom and algorithmically correcting the optical distortion.

A retinal region with many distinctive structures is required for reliable tracking; for example, a
minimum amount of blood vessels or the optic disc must be visible within the image. The visibility of
retinal structures is also influenced by the system’s FOV, the illumination, and wavelength range.

Resource efficiency and speed can be further enhanced by utilizing multi-threading, leveraging GPU
capabilities, or fine-tuning processing parameters. For performance-critical applications, sacrificing image
resolution or limiting the number of ORB keypoints might provide an adequate compromise.

5 CONCLUSION

The implementation offers an efficient and robust approach to retinal tracking. Successful tracking was
achieved even with initial images containing reflections and exhibiting low contrast. The system was
tested on multiple subjects across different funduscopy setups. Thanks to its demonstrated versatility,
it is well-suited for adaptation to various fundus imaging systems. Moreover, its applicability extends
beyond funduscopy. Other applications include retinal image alignment, positional tracking in surgery,
generating stitched wide-field retinal images from individual frames, and characterizing eye movements.

AVAILABILITY OF DATA

Demonstration videos of the processing and tracking are available at [26]. A minimal, functional im-
plementation of the software is located at [13], which is freely accessible and published under the MIT
license.
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